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The great...is a success of
little things that are
brought together.

Vincent Van Gogh



Formula-based Reports with SUMIFS
 
The SUMIFS function is for sure, without a doubt, one of my most favorite
Excel functions of all time.  I’m sure I use it in well over half of my
workbooks, and it is a must-know function for Excel users. 
 
I’ll try to get you warmed up, but just know that this ebook only gets you
started.  The amount of flexibility, utility, and application of this function
goes far beyond what we can cover here. 
 

Officially, this function is known as a conditional summing function.  It is similar to
the SUM function because it adds stuff up.  But, it allows us to specify conditions
for what to include in the result.  For example, add up the amount column of
numbers, but, only include those rows where the account is equal to travel. Or,
add up the quantity column of numbers, but only include those rows where the
sku is equal to A500.  These single condition examples could have easily been
handled with the SUMIF function, which has been around for years.  However,
multiple condition summing with the SUMIFS function was first introduced in Excel
2007.  You see, SUMIFS ends with an S, and is like the plural of SUMIF.  SUMIF
handles a single condition, SUMIFS handles up to 127 conditions.  That is multiple
conditional summing baby.

An example of multiple condition summing is: add up the amount column, but
only include those rows where the department is equal to finance and where the
region is equal to north. This function also supports single condition statements,
so I use it as a replacement for the SUMIF function, and I no longer use SUMIF.  I
use SUMIFS instead because I know I can easily modify it if additional conditions
come up over time.

Let’s take a look at the function’s syntax, and then I’ll show a quick example.

Syntax

The function has the following syntax:

=SUMIFS(sum_range, criteria_range1, criteria1, …)

Where:



sum_range is the range of numbers to add
criteria_range1 is the range that contains the values to evaluate
criteria1 is the value that criteria_range1 must meet to be included in the sum
… up to 127 total criteria_range/criteria pairs are allowed

 

The function’s first argument is the range of numbers to add. For example, the
amount column.  If the amount column is in range A1:A100, then it would look like
this: 

=SUMIFS(A1:A100, …)

The remaining arguments come in pairs.  First, the criteria range and then the
criteria value.

So, as you write the formula, it may sound like this: add up the amount column, but
only include those rows where the department column is equal to finance. The
argument pair for the condition is the range that represents the department
column and then the criteria value finance.  If the department column is in range
B1:B100, then the function would look like this:

=SUMIFS(A1:A100, B1:B100, “finance”)

Although, I really do not like hard-coding function arguments in the function as I
did above with the “finance” argument.  This, in my opinion, is poor design.  These
values should instead be placed in cells and then referenced in the function.  So, if
the finance value was stored in cell C1, then, the function would look like this:

=SUMIFS(A1:A100, B1:B100, C1)

If needed, additional criteria argument pairs can be added to perform multiple
condition sums. Let’s do an example.  Let’s pretend that the amount data is stored
in D21:D44, that the Region data is stored in B21:B44, and the Department data is
stored in C21:C44.

Now, let’s say that we wanted to build a small summary report.  We could place the
region and dept labels into some cells, and then use a SUMIFS function to
aggregate the totals based on the data.

 

The following screenshot provides the idea. 



  

 

 

 

 

 

The formula used in D10, and filled down through D15 is: 

=SUMIFS($D$21:$D$44,$B$21:$B$44,B10,$C$21:$C$44,C10)

Where:



$D$21:$D$44 is the column of numbers to add, the amount column
$B$21:$B$44 is the first criteria range, the region column
B10 is the first criteria value, the region
$C$21:$C$44 is the second criteria range, the department column
C10 is the second criteria value, the dept.

 This is a pretty simple example, I know, but hopefully it clearly demonstrates how
the function arguments are set up.  Understanding them is the key to using this
function. This function is truly a gift from Microsoft, and I hope you find it as useful
as I have!



Pivot Tables
PivotTable reports summarize data, and the data source may contain several
columns or fields. After visualizing the desired report, you insert a new PivotTable
into the worksheet. You define the basic report structure simply by inserting fields
into the layout areas, rows, columns, values, and filters. With that basic overview in
mind, let’s explore the details by creating a department report from transactions we
exported from our accounting system.

Let’s start by examining the transactions we want to summarize. Our data source is
shown below.

 

  

Wanting to summarize the data by department, we visualize a report with
department and amount columns.

After selecting any single cell in the data source range, we use the following Ribbon
command to open the Create PivotTable dialog shown below.

Insert > PivotTable

 



  

 

Excel needs two pieces of information, the location of the data we want to analyze
and the location of the PivotTable. If the data is stored in the workbook, we select the
appropriate table or range. If the data is stored outside of the workbook, we specify
an external data source. Our data is stored in the workbook, so we specify the
worksheet range. If we select a cell within the data source range before opening the
dialog, Excel populates the range automatically, as shown above. Otherwise we can
select or enter the range manually.

Excel also needs to know if the report should be placed in a new or existing
worksheet. If new, Excel will insert a new worksheet. If existing, Excel will need the
location.

Since we want our report to be placed on an existing worksheet, we select the
desired worksheet cell to designate the upper-left corner of the report. The updated
dialog box is shown below.

 



  

 

Once we identify the locations of both the data and the report, we click OK to insert
the PivotTable. Let’s take a moment to examine some of the resulting changes to our
worksheet, shown below.



 

A new graphic was inserted at the specified report location, in our case, cell B9. The
graphic is a temporary placeholder and will disappear once we begin building the
report.

A new PivotTable Tools tab appeared in the Ribbon. This tab is displayed as needed,
and it is needed to manage the active PivotTable. If it disappears, just activate the
PivotTable again by selecting any cell within the report. We’ll explore this tab’s many
icons and options during the course of this volume.

A new PivotTable Fields panel appeared and, similar to the Ribbon tab, is displayed
as needed. It is needed to define the report. Notice the panel is split into two parts.
The top half contains a list of fields with checkboxes. If we take a moment to
compare the fields shown in Figure 7 with the source data shown in Figure 4, we’ll
see that the fields represent data columns. The bottom half of the panel includes the
four areas we use to define the structure: rows, columns, values, and filters. Do these
areas sound familiar? When we were examining the report in Figure 2, we
recognized that the report could be described by what was displayed in these four
areas. We will define the report simply by inserting fields into the layout areas.

To define our department report, we just need to insert the correct fields into the
correct areas. Knowing which fields to insert into which areas will take a little
practice, so let me describe how I remember what goes where when building
PivotTables.

I start by listening for the keyword by because it usually indicates row fields. For
example, I may want to see a report by department or by customer. This keyword
suggests that the field belongs in the rows area. If you want to see the report by
department, then the department field belongs in the rows area. If you want to see it
by account, then the account field belongs in the rows area.

Next, I identify numeric data columns because they usually represent value fields.
For example, I may want to add an amount or quantity column. To build a report that
shows the amount by department, you insert the department field into the rows area
and the amount field into the values area.

 

 



I then consider column fields, which spread values across columns. For example, I
may want to see one column for each department. To build a report that shows each
account’s amount spread across departments, you insert the account field into the
rows area, the amount field into the values area, and the department field into the
columns area.

Last, I think about report filters. For example, I may want to view transactions for a
specific department. The filters area allows you to control which data rows flow into
the report. To build a report that shows the amount by account and provides a filter
for departments, you would insert the account field into the rows area, the amount
field into the values area, and the department field into the filters area.

Now that we have a general idea of which fields belong in which areas, let’s review
several common ways to place fields into report areas. You can click and drag the
field into the area, right-click the field and select the desired report area, or check
the field’s checkbox. If you check the checkbox, Excel inserts the field by guessing
the most appropriate area. You can always drag and drop the field to the correct
area if needed.

Let’s wrap up by completing our department report. Since we want to show amount
by department, we insert the department field into the rows area and the amount
field into the values area. We are presented with the report shown below.

 



 

Since we wanted to summarize the data by department, we initially visualized a
report with department and amount columns. Even though we didn’t write any
formulas, here it is! 



Comparison
 

We discussed key differences between formula-based reports and PivotTables.

Refresh Data
When we insert new transactions into the data source table, values in formula-based reports are
instantly and automatically recalculated.

PivotTable reports need to be refreshed to update the report values.

New Items in Data
How formula-based and PivotTable reports handle new data items is one of the most exciting
differences between the two types of reports. For example, let’s say we append new transactions to
the source table. Because the data is stored in a table, new transaction rows will be included in both
report types without issue. Our focus is on how any new items, such as new accounts or regions, will
be included in the report as new labels. For the following discussion, let’s assume that we build a
report to summarize the data by account and that the new transactions include a new account.

A formula-based report will ignore the new account and exclude related transactions. To include the
transactions, we must manually add the new report label and fill the amount formula into the new
report row.

A PivotTable report automatically displays the new report label, includes the related transactions, and
expands its dimensions as needed. This is super cool and one of my favorite things about PivotTables.

Labels without Data
Formula-based reports typically have static report labels and formulas that retrieve related
transactions. Report labels are displayed in the report even when there are no related transactions.

PivotTable reports summarize the data, whatever it may be, according to the defined structure. If
there are no transactions for an item, it will not appear in the PivotTable.

Here’s a question: if you need a report to display all accounts, even though selected accounts have no
related transactions, which type is most appropriate? Yep, a formula-based report.

 

I hope these help you use formula-based and PivotTable reports more effectively!



ENROLL TODAY

https://store.excel-university.com/

